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The written examination on May 16. 2018 counts for 60 percent of the
final grade and will be evaluated on a total of 60 points.

The structure follows the previous examinations:

• two problems involving theoretical questions, discussion of the results,
and interpretation,

• and a third part with general knowledge questions, including true/false
statements.

A calculator is required for application results and base conversions.
Examination preparation sessions are offered at room B22 on April 27. at

13-15, and April 30., May 1-2. at 15-17.

Overview
The questions will cover all the topics of the course:

1. General concepts of parallel computing and supercomputers. (Week 2
+ Chapter 1)

2. Computing architectures. (Week 3-4 + + Chapter 2 + E01)

3. Distributed memory programming models. (Week 5-6 + Chapter 4 +
Projects)

4. Shared memory programming models. (Week 7 + Chapter 5 + Projects)

5. Basic linear algebra operations. (Week 9 + Chapter 6 + E02-E03)

6. Application to solving Partial Differential Equations. (Week 11-14 +
Chapter 7-8-9)

The examination will contain theoretical questions (computation com-
plexity, parallel efficiency) as well as discussions on real applications and
computing architectures. No written code is required but describing the
steps of the algorithm may be asked.

Stating the assumptions and being able to interpret the results is as im-
portant as the calculatory part: it is not a wasted effort.



Support material
The questions are based on elements covered:

• in chapters of the lecture notes,

• during the lectures and presented on the slides,

• in the problem sets provided with solutions,

• in the previous examinations.

Additionally, the knowledge acquiredduring theprojectswill definitely prove
useful.

Requirements
The following points are prerequisites to the examination (given in order of
the curriculum):

1. Binary representation of data types in the IEEE 754 standard, and prac-
tical use in computer programs. (Topic 1)

2. Ability to interpret Amdhal’s law and use it to estimate the parallel
efficiency (speed-up) using a linear communication cost model. (Topic
1)

3. Understanding of the different components of a processor and how they
are relevant for parallelism. (Topic 2)

4. Knowledge of memory architectures and understanding of their impor-
tance for parallelism. (Topic 2)

5. Understandingof theprogrammingmodelsdiscussedduring the course
and ability to apply them to simple practical problems. (Topic 3-4)

6. Estimating the computational complexity andmemory requirement for
linear algebra operations: vector-vector, matrix-vector, matrix-matrix.
(Topic 5)

7. Ability to describe a parallel implementation of algorithms involving
vector-vector, matrix-vector, matrix-matrix operations. (Topic 5 + 3-4)

8. Application of the concepts to linear solvers: Fast-Diagonalization, LU
factorization, Conjugate Gradient (Topic 6).



Aside from good understanding of the notions introduced about parallel
computing architectures and programming models, the following points are
considered as prerequisites.

Binary representation

The IEEE 754 binary format for integers and floating-point numbers was
described, and conversion of numbers to the binary representation was ex-
plained.

Performance analysis

The formulae introduced in the coursematerial andproblems forperformance
analysis are:

• Computational efficiency: to characterize themaximumperformanceRMAX
achieved on benchmark compared to the theoretical peak performance
RPEAK : E � RMAX/RPEAK . It is important to remember that the value
depends on the chosen benchmark.

• Amdahl’s Law: to characterize the speed-up Sp � T1/Tp . It can be
formulated in differentways (serial fraction, explicit cost, relative speed-
up). Remember that in general, the execution time in parallel on p
processors can be modelled as:

Tp � sT1 + (1 − s)T1/p + Tc

with s the serial fraction of execution time, Tc the communication time.
The general formwas given during the lecture and interpreted in terms
of parallel efficiency, several applications were provided in the exercise
material and previous examinations.

• Linear communication cost model: to characterize the cost for sending k
bytes through an interconnect τC(k) � τS + γ k, with τS a constant cor-
responding to the startup time (latency) and γ the inverse bandwidth.
This model is used for expressing the communication time Tc .

Computational complexity and memory requirements

During the lectures and in the exercises, calculations of computational com-
plexity and memory requirements were discussed for linear algebra opera-
tions, linear solvers, and parallel algorithms like global reductions.
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