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Problem 1 We have considered two ways of parallelizing a program in the
course.

a) Outline the two approaches and explain how they relate to di�erent hardware
architectures.

b) A scientist has a huge dataset {vi}Ni=0 which needs to go through a �lter. The
�lter is nonlinear and cannot be formed as a matrix, rather we represent it
as an abstract function

y = f(x),

where y is the �ltered data, f the �lter and x the data. The �lter has a
memory, and thus the order of processing is important. The size of the data
vi is (in general) di�erent for each i. The �nal program can be stated as

void f i l t e r_da t a (Matrix∗ out , const Matrix∗ in , int N)
{

int i , j , k ;
for ( i =0; i<N;++ i ) {

Re s e tF i l t e r ( ) ; // r e s e t s the f i l t e r h i s t o r y
// app ly f i l t e r
for ( k=0; k < f i l t e r −>rows ; k++) {

for ( j =0; j < in [ i ]−>co l s ; j++) {
out [ i ]−>data [ k ] [ j ] = f ( in [ i ]−>data [ k ] [ j ] ) ;

}
}

}
}

Here f is a global instance of the �lter() and the ResetFilter method resets
its memory. She �nds that the code runs very slow, too slow to be useful, and
therefore she comes to you, the parallel computing expert, for advice. Outline
which suggestions you would give her. Remember to give the reasoning
behind your suggestions!

c) What is a �race condition�? When do you expect to run into it? How can
you resolve it?

d) What is referred to by the term �deadlock�? When do you run into it?
Have can you resolve it? What would you do to minimize the chances of it
occuring?
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Problem 2 We here consider the solution of a 2D Helmholtz problem with
homogenous Dirichlet boundary conditions on a unit square;

−∇2u+ 0.1u = f in Ω = (0, 1)× (0, 1),

u |∂Ω = 0.

The problem is discretized using a second order centered �nite di�erence method,
i.e., using the �ve point formula for the second derivatives on a structured mesh
with spacing h = 1/n in both spatial directions. This results in a linear system of
equations

Au = f. (1)

We solve the problem in parallel using conjugate gradient iterations and a block
domain decomposition. The computer is a distributed memory machine intercon-
nected with a network, which we model using the standard linear model,

T (b) = τc + γb.

Here T (b) is the time to send b bytes over the network, τc is a latency and γ is the
inverse network bandwith.

a) Give an estimate for the �op count, the memory usage and the parallel
e�ciency.

b) It turns out this method is too ine�cient due to the iteration count. We
thus switch to preconditioned conjugate gradient iterations, where we use an
additive Schwarz preconditioner with a single domain per process and with
subdomain solvers based on banded LU. Give an estimate of the e�ciency
in this case.

c) Outline how you would implement such a code using the tools o�ered by
MPI.

Problem 3 For each point in this problem, please choose the correct alterna-
tive and give your reasoning. You get 0 points for a wrong answer, 1 point for a
correct alternative with the wrong/lacking explanation and 4 points for the correct
alternative with a correct explanation.

a) A ccNUMA machine can always do multiple additions in parallel.

Answer: true or false
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b) You typically get performance closer to the theoretical peak performance of
a machine when you do level 3 BLAS operations compared to level 1.

Answer: true of false

c) MPI-I/O is often used to do post-mortem data assembly.

Answer: true or false

d) A code with a large parallel e�ciency typically has much network tra�c.

Answer: true or false

e) A LFU cache replacement policy is typically the best for solving partial
di�erential equations.

Answer: true or false

f) A SIMD processor can perform a multiplication and an addition simul-
tanously.

Answer: true or false

g) Cancellation is a concern when subtracting �oating point numbers.

Answer: true or false

h) Using PETSc there is no point in pre-declaring the sparsity pattern of your
operator.

Answer: true or false

Good luck!

Arne M. Kvarving


