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Exercises marked with a (J) should be handed in as a Jupyter notebook.

Optional exercises will not be corrected.

Problem 1. (Rounding errors.)

It is known that, for smooth enough functions, the central finite difference approximation of
second-order derivatives converges quadratically, that is,����𝑢 (𝑥 − ℎ) − 2𝑢 (𝑥) + 𝑢 (𝑥 + ℎ)

ℎ2
− 𝑢′′(𝑥)

���� = O(ℎ2) .

Computationally, however, this is only attainable for a certain range of ℎ. If we keep reducing
ℎ, eventually the convergence will break down, since machine accuracy (or machine precision
depending on the source) is usually limited to O(10−16) values. Based on that, estimate the
mesh size ℎ (in order of magnitude) for which roundoff and approximation errors become
comparable.

Problem 2. (Rounding errors)

In this problem we are going to see how round off errors affect the solution to systems of
linear equations.

Consider the problem of interpolating the polynomial 𝑓 (𝑦) = 1 + 𝑦2 at the points 𝑦 = 0, 1, 2,
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using a second degree polynomial. This can be done by solving the system of equations,

𝐴𝑥 = 𝑏, 𝐴 =
©­«
1 0 0
1 1 1
1 2 4

ª®¬ , 𝑏 =
©­«
1
2
5

ª®¬ ,
where 𝑥 = (𝑎1, 𝑎2, 𝑎3) is the coefficients of the resulting polynomial (that is, our interpolating
polynomial will look like 𝑎1 + 𝑦𝑎2 + 𝑦2𝑎3), and the vector 𝑏 has entries (𝑓 (0), 𝑓 (1), 𝑓 (2)).
Clearly, the solution to this system of equations is (1, 0, 1).

When computing the solution 𝑥 on a computer, the right hand side will not be exactly equal
to 𝑏, but contain some error, 𝑒 ∈ R3 (so in practice we are solving 𝐴𝑥 = 𝑏 + 𝑒).

The condition number, 𝜅 (𝐴), of the matrix 𝐴 reflects how errors in the right hand side 𝑏
propagate into the resulting solution 𝑥 . It is defined as the maximum ratio of relative error in
the right hand side and the in the solution,

𝜅 (𝐴) = max
𝑏,𝑒≠0

|𝐴−1𝑒 |
|𝐴−1𝑏 | /

|𝑒 |
|𝑏 | ,

where | · | denotes the Euclidean norm. It turns out that 𝜅 (𝐴)2 is equal to the ratio of the
largest and smallest eigenvalue of 𝐴𝐴𝑇 , so that 𝜅 (𝐴)2 = 𝜆max(𝐴𝐴𝑇 )/𝜆min(𝐴𝐴𝑇 ).

a) (J) Solve the system 𝐴𝑥 = 𝑏 on your computer and compare the solution to (1, 0, 1),
using the relative error,

|𝐴−1𝑏 − (1, 0, 1) |
| (1, 0, 1) | ,

where | · | is the Euclidean norm.

Hint. The python function np.linalg.norm(x, 2) returns the Euclidean norm of a
numpy array 𝑥 .

b) Compute the condition number of the matrix 𝐴 (feel free to use any software to do so).
Given that the relative error, |𝑒 |/|𝑏 |, in the right hand side is of order 10−10, estimate
the order of the relative error in the solution 𝑥 .

c) (J) Change the interpolation points to 0, 0.01, 2, and make a new system of linear
equations for the interpolating polynomial’s coefficients. Solve this system on your
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computer and compare this with (1, 0, 1). Finally compute the condition number of this
system’s matrix. Still using a relative error in 𝑏 of order 10−10, what is an upper bound
for the order of the relative error in the solution now?

d) Experiment numerically with different interpolation points in the interval [0, 2], and
see if you are able to get an error, | (1, 0, 1) −𝐴−1𝑏 | of order 10−5 or bigger.

Problem 3. (Condition Number)

Let 𝐴 ∈ R𝑑×𝑑 be an invertible matrix and ∥·∥ denote some induced matrix norm, i. e. a matrix
norm induced by some vector norm. Then, the condition number with respect to that norm is
defined as cond∥·∥ (𝐴) B ∥𝐴∥∥𝐴−1∥.

Show that the condition number cond∥·∥ (𝐴) of an invertible matrix𝐴 ∈ R𝑑×𝑑 has the following
properties

a) cond∥·∥ (𝛼𝐴) = cond∥·∥ (𝐴) for 𝛼 ∈ R \ {0},

b) cond∥·∥ (𝐴𝐵) ≤ cond∥·∥ (𝐴) cond∥·∥ (𝐵) for an invertible 𝐵 ∈ R𝑑×𝑑 ,

c) cond∥·∥ (𝐴) ≥ 𝜌 (𝐴)𝜌 (𝐴−1), where 𝜌 (·) denotes the spectral radius of a matrix,
(hint: for any induced norm one has ∥𝐴∥ ≥ 𝜌 (𝐴)),

d) cond∥·∥2 (𝑄) = 1 for an orthogonal matrix 𝑄 .

Problem 4. (Fixed-point method - J)

In this exercise, we will use fixed-point iterations to find the real root(s) of

𝑓 (𝑥) = 𝑥2 − 2𝑥 − 3 = (𝑥 − 3) (𝑥 + 1) = 0 . (1)

To apply the fixed-point algorithm, we first need to rewrite Eq. (1) as 𝑥 = 𝑔(𝑥), but this
representation is not unique. For example, we can write

𝑥 =
√
2𝑥 + 3 := 𝑔1(𝑥) , or 𝑥 =

𝑥2 − 3
2

:= 𝑔2(𝑥) , or 𝑥 =
3

𝑥 − 2
:= 𝑔3(𝑥) .

In fact, the algorithm’s convergence (and convergence speed) will depend on whether we
choose 𝑔1, 𝑔2 or 𝑔3 as our 𝑔(𝑥). We will experiment with all versions.
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a) Find the expressions for 𝑔′1(𝑥), 𝑔′2(𝑥) and 𝑔′3(𝑥) and, based on that, answer: which one
would you rather select? Why?

b) (J) Set 𝑥 (0) = 4 and and iterate until |𝑥 (𝑘+1) − 𝑥 (𝑘) | < 10−6 with all the methods. What is
the solution obtained, and how many iterations are needed to reach it for the different
cases? Comment the results with respect to the expectations you had.

The next exercises are optional and should not be handed in!

Problem 5. (Bisection Method)
Consider the function

𝑓 (𝑥) = 𝑥3 − 5𝑥2 + 8𝑥 − 4,

we want to find roots of 𝑓 (𝑥) on the interval [−5, 5].

a) Plot the function on the interval [−5, 5].

b) Do 4 iterations of the bisection method by hand. What root(s) did you find, and what is
the error bound?

c) How many iterations are required to guarantee an error smaller than 10−3?

d) Use python to find roots of 𝑓 (𝑥) with an error smaller than 10−3.

Solution.
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a)

b) We compute

𝑓 (−5) · 𝑓 (5) = −10584 < 0,

and note that 𝑓 (𝑥) is a continuous function. Hence, there is at least one root. Set

𝑎0 = − 5,
𝑏0 =5,

𝑐0 =
𝑎0 + 𝑏0

2
= 0,

and compute

𝑓 (𝑎0) · 𝑓 (𝑐0) = 1176 >0,
𝑓 (𝑐0) · 𝑓 (𝑏0) = −144 <0,

to see that there is a root in [0, 5]. Then:

𝑎1 =0,
𝑏1 =5,

𝑐1 =
5
2
,

and

𝑓 (𝑎1) · 𝑓 (𝑐1) =
−3
2

<0,

𝑓 (𝑐1) · 𝑓 (𝑏1) =
27
2

>0,
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so there is a root in [0, 52 ].

𝑎2 =0,

𝑏2 =
5
2
,

𝑐2 =
5
4
,

𝑓 (𝑎2) · 𝑓 (𝑐2) =
−9
16

<0,

𝑓 (𝑐2) · 𝑓 (𝑏2) =
27
544

>0,

so there is a root in [0, 54 ].

𝑎3 =0,

𝑏3 =
5
4
,

𝑐3 =
5
8
,

𝑓 (𝑎3) · 𝑓 (𝑐3)
363
128

>0,

𝑓 (𝑐3) · 𝑓 (𝑏3) =
−3267
32768

<0,

so there is a root in [ 58 ,
10
8 ]. This gives the root 𝑐4 =

15
16 with error bounded by 5

16 .

c) The error after 𝑛 iterations is 10
2𝑛 = 5

2𝑛−1 , so we have to find the smallest integer 𝑛
such that 5

2𝑛−1 < 10−3, which is equivalent to finding the smallest integer 𝑛 such that
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2𝑛−1 > 5 · 103.

21 =2,
22 =4,
23 =8,
24 =16,
25 =32,
26 =64,
27 =128,
28 =256,
29 =512,
210 =1024,
211 =2048,
212 =4096,
213 =8192 > 5000.

14 iterations are required.
Alternatively use log to solve min{𝑛 ∈ N : 2−1 ≥ 5000}.

Problem 6. (Fixed point method)

We consider the solution of the equation

cos(e−𝑥 ) = 2
√
𝑥 .

a) Show that the following fixed point method

𝑥 = 𝑔(𝑥) with 𝑔(𝑥) = cos2(e−𝑥 )
4

has a unique solution 𝑥 ≥ 0.

b) If you run the code below, you will obtain a value 𝑥 that is a numerical approximation
of 𝑥 . Provide an upper bound for the error 𝑒 := |𝑥 − 𝑥 |.

import numpy as np
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def g(x):
return np.cos(np.exp(-x))**2/4

x = 0
x_old = 1

while np.abs(x_old -x) > 1e-6:
x_old = x
x = g(x)
print(x)

Solution.

a) We first note that due to
√
𝑥 , 𝑥 ≥ 0. Then

𝑔′(𝑥) = 2 cos(e−𝑥 ) (− sin(e−𝑥 )) (−e−𝑥 )
4

.

Since |sin(𝑥) | ≤ 1, |cos(𝑥) | ≤ 1 and e−𝑥 ≤ 1 for all 𝑥 > 0, it follows that

|𝑔′(𝑥) | ≤ 1
2

for all 𝑥 . That is, 𝑔 is a contraction with contraction factor 𝐿 = 1/2. Now the fixed
point theorem implies that, once the hypothesis on the interval chosen are satisfied,
the equation 𝑔(𝑥) = 𝑥 , which is equivalent to cos(e−𝑥 ) = 2

√
𝑥 for 𝑥 ≥ 0, has a unique

solution 𝑥 .

b) This code is an implementation of the fixed point iteration

𝑥𝑘+1 = 𝑔(𝑥𝑘)

with the function
𝑔(𝑥) = cos2(e−𝑥 )

4
.

Moreover, the while-loop stops as soon as the difference between the current and the
previous iterate is at most 10−6, that is, when

|𝑥 − 𝑥old | ≤ 10−6.
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As shown in part a), the function 𝑔 is a contraction with contraction factor 𝐿 = 1
2 . The

a-posteriori estimate thus implies that

|𝑥 − 𝑥 | ≤ 𝐿

1 − 𝐿
|𝑥 − 𝑥old |.

With 𝐿 = 1/2 and |𝑥 − 𝑥old | ≤ 10−6, we obtain

|𝑥 − 𝑥 | ≤ 1/2
1 − 1/210

−6 = 10−6.
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