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Introductionary example: Computing e ~ 2.71828182845...

We know from one of the last lectures that

==

lim (1+7)" =e

So let’'s compare np.exp(1) to this limiting process - numerically




Numbers on the computer: Single precision
The usual representation of numbers: Float32 using 32 bit:

> 1 bit for the sign
» 23 bit for a fraction number, e. g. 0.5625, called mantissa
» 8 bit to an exponent (representing a factor 27126, .., 2127)

23 bit represent a range from 6 to 9 decimal digits.
= Fixing the exponent, we have different precision limitations

» on [1,2]: the next number after 1is 1+ 2723 ~ 1+ 1.192093 - 10~7

> on [22%,224],i. e. between 8 388608 = 223 and 16 777216 = 224
the next larger number is a step of 20 = 1.

> ...similarly for smaller numbers the “steps” are also smaller.
» on “smallest scale”: 0 is followed by 27126 ~ 1.175494 - 1038




Underflow, overflow, rounding

If we obtain a result in a calculation, that is smaller than the smallest
value we can represent, this is called arithmetic underflow.
These are set to zero.

Example. In Float32 this affects any number below 27126 ~ 1.175 - 10738
What can we do if we encounter this problem? Rescale.

If we obtain a result in a calculation that is larger than the largest value
we can represent, this is called arithmetic overflow,

= This results in an error, NaN (Not-a-Number), sometimes Inf
(depending on the language).

Otherwise we round the result of a computation to the nearest number
we can represent, leading to rounding errors.




Rounding errors and machine precision

An important measure for exactness is then the relative rounding error.
If we round z to z then the relative rounding error is defined as

T

One can show that the relative error in floating point operations is

==
x

where m is the length of the mantissa and on the computer b = 2.
The number ¢ is called machine precision.

= in single precision (32 bit): m = 23 and hence ¢ ~ 5.96 - 10~°
= in double precision (64 bit): m = 53 and hence ¢ ~ 1.11 - 10716

Often computations are performed in double precision.



What are general Ideas to avoid rounding errors?




Linear systems of equations.
When solving a linear system

Ax=Db

we speak of an ill-conditioned system if a small change in b (the “input”)
results in a large change in the “output” x.

Example. This happens for the Vandermonde-Matrix
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when two nodes z;, z; are close together.
More generally: If two columns are nearly linear dependent




Linear systems and error propagation
Error propagation refers to the (schematic) investigation of
How does an error in the “input” affect the result “output”?

For our linear system Ax = b we want know how “far away” is the
solution for an error on the right hand side

AXx=b+e, where we know an upper bound |le|| < ¢
More precisely: How much is such an error emphasized?
Formally:

What is the relation of the relative input error %

to the relative output error 12=2l7

[l

A very simple example is

10 0
_ (2 —
A= <0 4>,b <1> and |le]| <0.1

The error might get emphasized by a factor of 16!




The condition number.

We saw in the example the “worst case scenario” (largest factor).
We can formalize this if A is invertible as the condition number

JA~te| .
Ao _ (A7 ]| [l

ebio el oo [e| b0 | A-1b]

Since x = A~ b we can write this as

|A”e| [[Ax]]
max max
0 el <0 x|

= [|A7H - 1Al

where these last two norms for the matrix used is the spectral norm,
which is defined for some matrix C' as

IC]] =/ Amax (CTC),

i.e. the root of the largest Eigenvalue of CTC or spectral radius of C.



A(n artificial) polynomial
If we consider

p1(x) = —128+13442—60482% 4151202 —2268021+204122° — 1020625421877
We could use Python to plot the function to find the roots p; (z*) 20
This is not numerically stable on - say [, {5]. Any idea why?
We can also write this a little simpler as
pi(z) = 3z —2)7

where we also already see, that the only zero is at z* = % Let's look at
the plot of this.

this second form also avoids adding, but especially subtracting
numbers of approximately equal size (subtraaction cancelation)!




B Forward and central differences
For some fixed h we denote the forward difference by
Au(z) = u(h + h) — u(zx)

And we already saw that the error by rounding is the size of machine
precision € “on every scale”.
We obtain on the computer Au(z) given by

Au(z) = Au(z) *+ elu(z)| = u(z + h) — u(x) £ elu(z)|.
Plugging this into the forward finite difference (see first week) we get

Au(m) _ u(x 4+ h) —u(z) £ elu(x)| _ u(x 4+ h) —u(zx) n elu(z)]
h )

h h h

For small i the last term will emphasize the error term.




B Rounding Error Analysis on Finite Differences

NTNU Question. When will the rounding error be of same magnitude as the
approximation error?

In other words: When the rounding error “dominates” the error
happening, there is no use in decreasing h further.

Combining the rounding error with the approximation error, we obtain

h ~

U(Ox) e orinshort h=0(y5s)

which in our case is /2 = V1016 = 1078,

Analogously. For the central difference: h = O(¥/e), i.e. ¥/ ~ 107733,



B Summary

NTNU

When we have numerical (rounding errors) they might come from

> implementation detail = Rephrase/Rewrite your code
called numerical instability
= avoid them by rephrasing/reimplementing your algorithm

» inherently from the problem,
e. g. the condition number of the matrix.
usually called ill-conditioned or mathematical instability.

Due to the limits of machine precision when representing numbers.



Nonlinear Equations.
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Introduction.
B We know that quadratic equations of the form

ar’ +bx+c=0

. b+ Vb2 —4
have the roots (or solutions) r*+ = éfac
a

More generally, for a given function f we want to consider the equation

f(z) =0. (1

A solution z* of (1) is called a root to the equation.

Challenge. In many applications, we encounter equations for which we
do not have a simple solution formula as for quadratic functions.

In fact, an analytical solution might not even exist!

= Develop numerical techniques to solve (1).




Scalar and systems of equations

We consider scalar equations first, i.e. f: R — R, or with just one
equation and variable, for example

23+ 22 —3x=3.
Later we will also consider systems of equations, for example
re¥ =1,
—2% + y=1.

We can write this also as a functions f: R™ — R", which in this example
would be n =2 and

re¥ — 1
—2?24+y—1

f(z,y) = ( > and we want to solve  f(z,y) = <8)




Let f: [a,b] — R be a continuous function on some interval [a, b].

B Scalar equations

Goal. Find a zero or root of f.
Let's get an intuition by plotting the function (try yourself in Python).
For example f(z) = 2% + 22 — 3z — 3 from last slide looks like

— /@) 1"

|

= three real roots on [-2, 2]. ertlng fas f(x) = (z+1)(2* - 3)
= o] =-lz55= +/3.




B Existence and uniqueness of solutions

NTNU

Theorem. Let f € C[a,b] be given.

1. if f(a) and f(b) are of different sign, then there exists at lesat one

r € (a,b) such that f(r) =0
Trick. the condition of different sign is f(a)f(b) < 0in short.

2. The solution is unique if f € C'[a,b] and f'(z) < 0 or f'(x) > 0 for all
x € (a,b).



Bisection method
First part of the theorem already provides a very intuitive algorithm:
Divide [a, b] into two parts [a, ], [c, b], check in which half the zero is and
continue there.

Algorithm.
Input a function f and an interval [a, b], such that f(a)f(b) <0
1. Seta® = ¢, b© =1p
2. Fork=0,1,2,...

T L)

2
» Set the next interval to
[a®+D) | pk+1)] = [a®) B if f(a®))f(e®) <0
) [C(k)7b(k)] iff(c(k))f(b(k)) <.

Idea. c(¥) approximates the root r, note that |c%) — | < t*—a®™

We can stop if X254% is small enough or if f(c*)) is zero.




B Bisection method - exercises and summary

NTNU

Exercises.
» Choose appropriate intervals and find the other two roots of f
» Compute the solution(s) of z% + sin(z) — 2 = 0 using the bisection
method

» Given the interval [1.5,2]. How many iterations are required to
guarantee that the error |¢*) — r| is less than 10~*

Summary.
The bisection method is very robust but not particularly fast.



Fix point iterations

A major class of iteration schemes are the so-called fix point iterations.

General Idea. Given an equation f(z) = 0 with root r.
Rewrite the equation

f(x) =0

to a a fix point form x = g(z), i. e. construct a function ¢ such that the
root z* of f is a fixed point of g, that is z* satisfies

Algorithm.
Input Given a function g and a starting value (%)
1. Fork=0,1,2,... compute

2D — g ().




We rewrite

B Example. Fixed point equation

— g(z)
— Y=

fla)=a3+2*-32-3=0

2+

3 2

Interpretation: Fixed points are intersections of g(z) with y = z.

Y

T

U




Example. Fixed point equation (cont.)
Exercise. Repeat the experiment with z(*) = 1.5 and

—2?2+3z+3 3+ 3z — 22
gp(x) = ——F——, gs(x)=V3+3x—22 g(z)= oz

T
Interpretation: Fixed points are intersections of g(x) with y = x.




B Existence and uniqueness for fix point iteration

NTNU

We can adapt the previous Theorem on the equation f(z) =z —g(xz) =0

Theorem. Let g € C|a, D]
1. ifa < g(z) < bforall z € (a,b) then g has at least one fixed point z*

2. if g € C'la,b] and |¢/(x)| < 1 for all = € [a,b] then the fixed point z* is
unique.

We write the assumption a < g(z) < bfor all z € [a, ]
as g(la,b]) C (a,b).



B Convergence of fix the point iteration

We denote the error after k iterations as e®) = z* — 2(F),

The iteration converges if e*) — 0 as k — oo.
Under which conditions is this the case?

Here's a trick we will use: For any k we have

2 FH) = g2, the iterations
¥ = g(z*) the fixed point.

Now use the last the generalized Theorem of Rolle:
eV = |2 =20 D| = |g(2%) = g(@W)] = |¢/ (&) |-|a* =2 ™| = |9/ (&)™

where ¢, is some unknown value between z(*) (known) and z*
(unknown).




The fix point theorem

Theorem. If there is an interval [a, b] such that g € C'|a, b],
g([a,b]) C (a,b) and there exist a positive constant L < 1 such that
ld'(z)] < L < 1forallz € [a,b], then

» g has a unique fixed point r in (a,b

).
> The fixed point iterations z(**1) = ¢(z(*)) converges towards z* for
all starting values z(©) € [a, b].

The property g([a,b]) C (a,b) guarantees that if (0 € [a, b] then
%) e (a,b), fork=1,2,....

The condition |¢'(z)| < L < 1 guarantees convergence towards the
unique fixed point z*, since

et < Lle®| = 1e®] <L*|e®] =0 ask — oo

since LF¥ — 0 as k — oo due to L < 1 (also called linear convergence).



Example. The fix point interation (cont. Il)

x4+ 22 -3 322 + 2z
o) =T @) =T

Exercise. How large can we make [—1.3, —0.7] still having convergence?
Check the same conditions for g9, g3, g4.




	Numerical Errors
	Nonlinear Equations.

