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Intuition: Observations that are likely to co-occur,  
probably have the same underlying context.

Given discrete observations, compute high level scene labels
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Chinese Restaurant Process

. . .

P = 5/A P = 3/A P = 2/A

Imagine a Chinese restaurant with infinite number of tables, each with infinite seating capacity.

table choosing probabilities

P = β/A



CRP

Source: https://en.wikipedia.org/wiki/Chinese_restaurant_process

https://en.wikipedia.org/wiki/Chinese_restaurant_process


Overlapping CRP



Fig. 4. Examples of randomly generated scenes by the proposed spatially correlated Chinese Restaurant Process. The hyperparameters � and ↵ can be
used to tune the generative model for scene with varying complexity in terms of number of different labels and patches.

system to link the scientist to the robots; 2) an AUV
equipped with acoustic and optical imaging capabilities, and
sufficient computing power to generate concise scene maps
from complex high dimensional sensor data streams; 3)
Robot Operating system (ROS) based software architecture
to enable a compute graph that spans multiple computers,
and optionally multiple robots when operating in tethered
mode.

A. Surface Vehicle

The autonomous surface vehicle (ASV) is primarily re-
sponsible for acting as a communication and localization
relay for the AUV. It is equipped with an Ultra Short
Baseline (USBL) acoustic positioning and communication
system (shown in Fig. 5 bottom-right) to communicate
with the underwater robot, and a high speed RF radio to
communicate with the scientist on-board the ship or on land.
The surface vehicle estimates its distance to the AUV, and
fuses a GPS location with the USBL estimate to provide
global localization information to the AUV. Furthermore,
the surface vehicle is capable of autonomously following
the underwater robot to stay directly above it, maximizing

bandwidth and localization accuracy. Peak throughput of the
acoustic communication system is about 10kbit/sec over 1km
range, using the 18-34KHz band.

B. Underwater Vehicle
The underwater vehicle (Fig. 5,1) is based on the

BlueROV2 platform, with the addition of stereo cameras
and side scan sonars for high resolution optical and acous-
tic imaging, an echosounder for altitude measurement, an
acoustic modem/USBL transponder, and two Jetson TX2
computers for on-board processing of sensor data stream. For
in-tank localization and testing, AprilTags [33] are employed.
BlueROV2 has open source hardware and software, and
is low cost, which makes it suitable for scaling the robot
system to multiple robots, and for easily adding new sensing
capabilities.

C. Software Architecture
The unsupervised approach to exploration relies upon on-

line robot-side scene modelling to construct a low-bandwidth
representation of its surroundings. This representation takes
the form of a time-varying scene map constructed from
mapping 3D geographic coordinates to their most likely



Automatic Terrain Characterization using a Baysian 
Nonparametric Topic Model
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Interactive data exploration demo: 
 http://robotics.whoi.edu/2015-panama/

[ICRA2016]
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Tuning Hyperparameters



Many interesting phenomena in the ocean are: 

• previously unknown 
• spatially patchy 
• transient

Collecting data over predefined trajectories using a single robot 
is often not enough.

Exploring to discover new phenomena
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Greedy Perplexity Driven Path Planning

https://www.youtube.com/watch?v=1zMz4JQKgIU

https://www.youtube.com/watch?v=1zMz4JQKgIU
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Controlling a team of exploration robots in an unknown 
underwater environment

Top Side Mission Vis and Control



Finding Hotpots of Sparsely 
Distributed Phenomena — 

Phytoplankton
with Arnold Kalmbach and Heidi Sosik 

ICRA 2017, OCEANS 2017



[Sosik and Olsen]
Imaging Flow Cytobot

Imaging	FlowCytobot	

•  Collects	5ml	of	water	every	20	min	
•  Detects	phytoplankton	using	flow	

cytometry	and	video.	
	

[Olsen	&	Sosik.	Limnol.	Oceanogr.	Methods,	2007]	
[Photo	Cred.	T.	Crockford]	



Phytoplankton	Classifier	
•  Random	forest	classifier	
•  47	phytoplankton	classes	with	>	88%	overall	accuracy	
	
	
	
	
	
	
	
	
[Sosik	&	Olsen.	Limnol.	Oceanogr.	Methods,	2007]	
[Peacock	et	al.	MEPS,	2014]		

	

Leptocylindrus 

Dicthyocha 

Cerataulina 

Guinardia 

Rhizosolenia 

[Sosik and Olsen 2007,2014]

47 classes, 88% accuracy

Random Forest Classifier
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Generative Model
each water sample is modeled via a distribution of phytoplankton communities

each community is modeled via a sparse distribution of individual phytoplankton types
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model corresponding to a different combination of choices
of these hyperparameters, we trained the regression model
8 times, once using each year as the test set and the other
6.5 years for training. Within each training set, we chose the
regularization parameter for ridge regression using hold-one-
out cross validation. Finally, we used the resulting regressors
to predict the respective held-out community distributions for
each year, and used the respective community models to
predict the taxon distributions.

We demonstrate the utility of our method in comparison to
two more standard regression techniques. The first is to predict
the taxon distributions directly with a similar ridge regression
model and training procedure. The second is to first take a
PCA decomposition of the taxon count data, using the first K
principle components, where K is the same as the number of
communities used by our model, and then use the same ridge
regression model and training procedure to predict the PCA
weights, and finally project the weights back to predict the
taxon distributions.

Fig. 4: Inputs to our regression system, oceanographic and
meteorological Variables recorded at the Martha’s Vineyard
Coastal Observatory over the period Jan. 2009 to Jul. 2016.
Presented as our system receives them, centered and scaled to
a normal distribution. White spaces indicate gaps in the data or
where outlier data was removed. This data is publicly available
at http://www.whoi.edu/mvco/data

IV. RESULTS

We evaluated the resulting regression systems for all hy-
perparameter settings as well as the two baseline methods
by comparing the predicted taxon distributions to the true
distributions on each day in the dataset. Our error measure
is the KL-Divergence between the predictions and the held-
out distributons1. We chose the community model with the
lowest average KL-Divergence over all the days in the dataset,
ultimately picking a model with 6 active communities. The
predicted taxon distributions for this model are shown in
Fig. 3 (top).

1KL-Divergence is a measure of the information lost when approximating
one distribution with another, equal 0 if the distributions are identical and
1 if they do not have the same support. If we sample a taxon randomly
from the estimated distribution, and that taxon has probabilities p, q under
the estimated and true distributions respectively, the KL-Divergence gives the
expected value of log p

q .

Fig. 5: Comparison of daily taxon distribution prediction
errors, for each of the three regression methods, for each of
the years in the dataset. For each year, the other 6.5 years were
used as training data. Note that for each year the Community
model based regression method (ours, left) shows the lowest
median KL-Divergence (lower = more accurate).

Fig. 5 shows the taxon distribution prediction errors for
this community model and our two baseline models, broken
out by year. The boxes represent the distribution of prediction
errors for nearly 365 days in 2009 through 2015, and 172
days in 2016 (nearly 365 because of some small gaps in the
taxon count data). Our community model (leftmost for each
year) achieved the lowest median error on every year in the
dataset. We found that by optimizing the hyperparameters for
the regression task, we were able to choose an interpretable
representation of the community structure. In contrast, PCA
does not feature any prior for temporal smoothness. As a
result although its prediction error is on average only a little
less accurate than our model’s, the sequences of predictions it
makes are sometimes implausible, featuring taxon distributions
which change much more rapidly than the observed data. We
found that both baselines were extremely susceptible to noise
in the environment data, on average performing better than
expected, but occasionally making extremely poor predictions
(Fig. 8). With our model, the regression problem is of a lower
dimensionality than for direct regression, and therefore less
susceptible to overfitting. For this reason when both models
are presented with the same small amount of training data,
our model is more able to avoid large errors for new inputs
unlike the training data.

An intriguing result of our community regression model is
that nearly all of the magnitude in the weights of the learned
regression parameters is either on the day of the year, the
water temperature, or the number of plankton classified for
a given day (Fig. 7b). Note that we have used a cos, sin
pair to encode cyclic variables. In the case of the day of
the year, the positive cosine direction encodes Winter and
the negative Summer, while the positive sine encodes Spring
and the negative encodes Fall. From our regression matrix,
we can see the interpretations ‘community 0 will be found
in the Summer and early Fall, especially when the water
temperature is lower than usual‘, ‘community 1 will be found
in the Winter, especially when the number of plankton is high’,
‘community 2 will be found mostly in the Winter and Spring,
when the total number of plankton is lower’, ‘community

Predicting Phytoplankton Distribution from Environmental Variables
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Proposed Model is more interpretable compared to linear methods
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[ICRA16, Kalmbach, Girdhar, Dudek and Sosik]

(a) Combined precision-recall, interleaved samples (b) Combined precision-recall, split samples

(c) Interleaved samples

(d) Split samples

Fig. 5: Plots showing precision-recall curves that indicate the performance of the proposed technique at predicting hotspots
of the target plankton species. (a,c) When the training data is interleaved with the target locations, the exhaustive nearest-
neighbor has the best average performance. (b,d) The proposed model has the best average performance in cases where
observations from nearby locations are not available (split samples), and hence a robust plankton community model is
required.

types. Instead, it depends on having observed a training point
whose distribution is similar to every test point. In contrast,
our model performs nearly as well on the split regime as the
interleaved regime.

Our model also outperforms the k-means strategy on
the split-samples regime. Note that the k-means strategy
is exactly equivalent to the exhaustive search strategy in
the limit where K is the number of training points. Both
these strategies rely on a distance metric over the class
distributions. The high dimensionality of the distributions
acts to the detriment of the distance metric. As the dimen-
sionality of a space increases, the discriminating power of
distance metrics within that space decreases. The amount of
data needed to find meaningful clusters grows exponentially
with the number of dimensions, a phenomenon sometimes
called the curse of dimensionality. As a result, the two
search-based strategies perform well when test points are
very near to training points in taxon distribution space, but
when test points are further away, a distance metric is less
informative and performance is negatively impacted. Our
model mitigates this problem with additional constraints in
the form of a hierarchical generative model, the CRP prior on
the spatial distribution of communities, and sparse Dirichlet
priors on the plankton class distribution that describes each
community.

VI. DISCUSSION

Our ongoing efforts are focused on using this work to
improve on autonomous sampling techniques for sparsely
distributed class counts, including phytoplankton taxa. In this
work we have considered the case where the classifier fails to
make any predictions whatsoever about some class, however
the results are also relevant to scenarios where unexpectedly
low or high numbers of a class are observed. Recall that
IFCB samples only 5 mL of water at a time, yet researchers
would like to characterize the plankton distribution in a wide
area of ocean. As a result, the measured distributions in
individual cells are extremely noisy. This was not taken
into account while collecting the present dataset, and as
a result we need to use spatial smoothing on the order
of a 15km radius to achieve meaningful predictions. An
interesting future direction for this work is to compare our
model’s prediction to real-time measurements, and use this
comparison to decide whether more data is needed. We are
currently developing a variant of IFCB that can be deployed
on autonomous surface vehicles such as the WHOI JetYak
which will allow dynamic planning with respect to the
plankton observations and our model.

We also plan to explore further models which build on
the one proposed in this work. A natural research direction
is to develop models of the relationships between taxa and
environment variables. However, the high-dimensionality,

4912
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